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Qualitative analysis is typically limited to small datasets because it is time-intensive. Moreover, a second
human rater is required to ensure reliable findings. Artificial intelligence tools may replace human raters if we
demonstrate high reliability compared to human ratings. We investigated the inter-rater reliability of state-of-the-
art Large Language Models (LLMs), ChatGPT-4o and ChatGPT-4.5-preview, in rating audio transcripts coded
manually. We explored prompts and hyperparameters to optimize model performance. The participants were
14 undergraduate student groups from a university in the midwestern United States who discussed problem-
solving strategies for a project. We prompted an LLM to replicate manual coding, and calculated Cohen’s
Kappa for inter-rater reliability. After optimizing model hyperparameters and prompts, the results showed
substantial agreement (κ > 0.6) for three themes and moderate agreement on one. Our findings demonstrate
the potential of GPT-4o and GPT-4.5 for efficient, scalable qualitative analysis in physics education and identify
their limitations in rating domain-general constructs.
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I. INTRODUCTION & BACKGROUND

To prepare for careers in STEM, students need to develop
core disciplinary ideas, cross-cutting interdisciplinary con-
cepts, and important engineering and science practices [1].
Incorporating Engineering Design (ED) projects in a physics
course can help meet these goals, and connect ED with Sci-
ence Thinking (ST) [1–4]. Research has shown that physics
education should also emphasize ‘ways of thinking’ (WoT)
along with problem-solving [5–10]. Several studies have fo-
cused on "STEM Ways of Thinking", and on developing the-
oretical frameworks for segregating and characterizing these
WoT [5–9]. Given the context of our study, WoT refers to the
ways in which students think, make decisions, act, and par-
ticipate in their ED projects [5]. A novel contribution of this
study is that it shows the potential of LLMs to identify stu-
dents’ WoT as they participate in ED projects. Observation of
student actions, such as peer interactions, can provide insight
into their thinking process in a naturalistic setting [11, 12].
Peer interactions help students explore diverse perspectives,
skills, share ideas, and reason [13, 14].

Qualitative research (QLR) has been important in physics
education to understand the nuances of the thought process
of students and their problem-solving approaches [15, 16].
However, a challenge in QLR is the prohibitive time required
for human coding or thematic analysis [17–20]. Software
tools like NVivo may have streamlined QLR logistics, but
humans still need to analyze the data [21, 22]. Consequently,
QLR has a limitation in scalability to large numbers of par-
ticipants. Most of the work in QLR focuses on the detailed
analysis of artifacts of a few participants. The desired coding
accuracy in QLR makes reliability a crucial part of the pro-
cess [23]. Reliability is generally the extent to which the cod-
ing process is free from random errors [24]. Inter-rater relia-
bility (IRR) measures the agreement between multiple raters
[25]. Consequently, raters can code to consensus to ensure
that their ratings are reliable [26]. Although there are several
ways to analyze IRR, we use Cohen’s κ in this study for its
simplicity, since we compare thematic coding done by two
raters (humans coded to consensus treated as one rater, and
the LLM treated as the second rater) with fully overlapping
codes [27]. LLMs can potentially revolutionize the efficiency
of QLR in physics education by scaling up the process for
large datasets, provided that LLM coding is reliable [28–32].

None of the previous studies that used LLMs for qualitative
coding investigated how model performance changed by op-
timizing LLM hyperparameters, such as temperature, which
controls randomness of the output, and top-p, which controls
the number of most probable words sampled. In our study,
we address this gap in the literature. Several studies explore
how IRR is influenced by prompt engineering, albeit in dif-
ferent contexts [33–35]. Prompt engineering improves clar-
ity for the LLM by keeping the prompts short, relevant, and
generates clear prototypical examples instead of ambiguous
real-world examples, as shown by Dunivin in a sociohistori-
cal context [33]. In this study, we explored different prompt-

ing methods to see whether the IRR of LLMs can be improved
in the context of ED projects, integrated in a physics course.

Our primary goal in this study is to compare the qualita-
tive analysis of audio transcripts done by human raters and an
LLM. We address the following research questions.

RQ1: What is the inter-rater reliability (IRR) between
state-of-the-art LLMs such as GPT-4.5 and GPT-4o and ex-
pert human raters for coding audio transcripts of students en-
gaged in a group discussion during a lab activity in the context
of Engineering Design (ED)?

RQ2: To what extent can the IRR of LLMs such as GPT-
4.5 and GPT-4o be improved by (a) prompt engineering and
(b) optimizing their hyperparameters through the OpenAI
API (Application Programming Interface)?

II. METHODS

In our study, the student groups in a calculus-based physics
laboratory course completed projects in which they recorded
their peer interactions to discuss strategies for solving ED
challenges. A human rater recorded the audio transcripts.
Two human raters coded the audio transcripts to consen-
sus. LLMs such as ChatGPT-4o (GPT-4o) and ChatGPT-4.5-
preview (GPT-4.5) played the role of a rater [36–38]. We
then segregated the audio transcripts into text segments, and
prompted the LLM to classify each text segment based on
whether or not it met at least one of the criteria for a given
theme in a framework that we adopted to characterize STEM
Ways of Thinking [39]. The IRR between the LLM and the
consensus reached by two human raters was studied using
Cohen’s κ to test the reliability of GPT-4.5 and GPT-4o for
qualitative analysis [25].

More specifically, our study occurred in a calculus-based,
first-semester undergraduate physics course at a large univer-
sity in the Midwestern U.S. In Weeks 8-14, students were al-
lowed to choose their own ED project. At the end of week 14,
students were asked to engage in and record a free-flowing
discussion for at least five minutes on applying physics and
math concepts in their ED projects and how their problem-
solving approach evolved over the weeks. For this study, we
analyzed data from 14 student groups of three students each.
These 14 groups were from one lab section, which was a sub-
set of more than 500 groups enrolled for the course. Con-
sistent with the guidelines for our Institutional Review Board
approval, our data were anonymized so that the identity of
the participants was not revealed while the analysis was car-
ried out. Based on student responses, four ways of thinking
were identified in our framework: Engineering Design (ED),
Physics Concepts (PC), Math Constructs (MC), and Metacog-
nitive Thinking (MT) (see Table I) [39].

Our study combines qualitative analysis by human raters
(HR) and LLMs using quantitative methods for IRR. Fig.
1 shows the methodological flow of our study. The audio
data from the peer interaction was transcribed and manually
cleaned. Due to the low audio quality, the transcripts were
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FIG. 1: Methodological Flow: Inter-Rater Reliability [40]

representative of the group, as it was not feasible to detect
them speaking individually. The audio transcripts were qual-
itatively coded according to the framework or rubric in a pre-
vious study [39]. Each text segment was labeled depending
on whether or not it met at least one of the criteria for any
given theme in the framework. A text segment could belong
to more than one theme from the rubric shown in Table I.
For the ‘dependability’ and ‘trustworthiness’ of our analysis,
we follow Guba and Lincoln [41]. Two coders coded the 14
audio transcripts, reviewed, and discussed to consensus [26].

Research has shown that LLM responses are sensitive to
prompt engineering, which was necessary to get reliable rat-
ings using LLMs [42]. Our prompt had instructions about
the role of a text classifier (role prompt), criteria for a given
theme in the framework with human-labeled example quotes
as shown in Table I (few-shot prompt), and the text segment
to be labeled [39, 43]. Due to the complexity of the task,
we divided the prompt using triple quotes [43]. We first
tested a ‘zero-shot’ prompt without any example quotes. Af-
ter testing on the text segments in three of the 14 transcripts
through OpenAI’s user interface, it became clear that the few-
shot prompt generally yielded better text classification, which
aligns with prior studies [34]. The prompt typically had three
examples that met the criteria for a given theme, such as ED,
and three examples that did not meet any of the criteria. The
LLM was tasked with doing a binary classification accord-
ingly for each theme, one text segment at a time, as prelim-
inary tests showed that a decomposed coding approach gen-
erally yielded better classification for a single task, instead of
classifying many text segments at once [35]. We then asked
GPT-4o to polish the few-shot prompt, which simplified and
improved its clarity, and generated prototypical examples that
were unambiguous to process for the LLM [33]. The polished
few-shot prompt resulted in increased reliability of qualitative
coding for all themes at a low computational cost [34]. The
polished few-shot prompt for the ED theme is shown in Fig.
2. The prompts for the other three themes followed the same
structure and were polished likewise.

To find agreement between human raters and LLMs, we

FIG. 2: Example of a polished few-shot prompt.

performed an IRR by calculating Cohen’s κ for each theme.
There were 204 text segments excluding the example seg-
ments in the prompt. To classify them, we used OpenAI’s
API for batch processing with GPT-4.5 and GPT-4o using
polished few-shot prompts for decomposed coding. We op-
timized the LLMs for performance. Model hyperparameters
like temperature and top-p, [43] were fine-tuned. The theme
descriptions and example quotes are in Table I.

III. FINDINGS & DISCUSSION

Our primary goal in this study was to compare human cod-
ing of audio transcripts with GPT-4.5 and GPT-4o coding in
the context of ED projects, and to compare the performance
of the two models. To test the reliability of LLM’s rating of
the transcripts, we did an IRR using Cohen’s κ with two hu-
man raters who coded to consensus. For Cohen’s κ, scores
between 0.8 to 1.0 were indicative of perfect agreement, 0.6
to 0.8 were indicative of substantial agreement, 0.4 to 0.6 of
moderate agreement, 0.21 to 0.40 of fair agreement, 0 to 0.2
of slight agreement, and below 0 of no agreement [44].

The mean values of Cohen’s κ for 5 runs of each theme are
shown in Fig. 3, both with default API settings (blue bars),
and with optimal settings and polished few-shot prompts (or-
ange bars). For ED, PC, and MC , we found that one of GPT-
4.5 or GPT-4o coded them reliably (Cohen’s κ > 0.6) after op-
timization [5–9, 33]. For PC, Cohen’s κ = 0.7, which showed
remarkable agreement with human raters. This can be due to
the objective clarity of the PC criteria, making them easier to
rate for both LLMs and human raters [34]. GPT-4o delivered
the best results for domain specific themes like PC and MC
[45]. GPT-4.5 delivered better results for ED.

Our secondary research goal was to investigate whether (a)
optimizing model hyperparameters and (b) prompt engineer-
ing methods can improve the performance of LLMs for IRR.
We did a detailed analysis for each theme individually or fol-
lowed a decomposed coding approach to explore (a) optimal
hyperparameter settings and (b) prompt combinations [35].
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TABLE I: Coding rubric with descriptions and example quotes [39]. Engineering Design (ED), Physics Concepts (PC), Math
Constructs (MC), and Metacognitive Thinking (MT)

Code Code Description Example Quote
ED State the problem; identify criteria and con-

straints; brainstorm multiple solutions; iterate,
select the best solution; consider design aspects;
prototype the solution; communicate.

We will focus on the batter’s perspective and calculate the exact
time, position, and technique that should hit the ball in order to get
the best outcome. We will explore the specific question: What are
the optimal conditions for a baseball player to hit a home run?

PC Identify related physics terms, concepts, or prin-
ciples; cause and effect; system and surround-
ings; scale; change and rate of change.

The physics concept was Newton’s II law. We used that so that
we’ll know the constant speed over time which means there will be
no acceleration.

MC Mention a formula, equation, or a mathematical
concept; refer to a scientific statement of a rela-
tion among several variables; proportional rea-
soning; units analysis; use of explicit equations.

One of the math concepts for this lab was relabeling x and y coordi-
nate vectors or having them in different positions. This is like linear
algebra where we rearrange coordinate vectors as basis vectors.

MT Reflect on their design and science ideas, and
progression towards the solution

In our first iteration attempt to solve this problem, we did during
lab 11 but this problem did not have... we had too many variables
which we didn’t know and it made it too hard to solve this problem.

FIG. 3: Improvement in rater agreement for ED, PC, MC,
& MT using optimal settings, prompts, and models (orange)
for each category, as described in Table II, compared to using
GPT-4o (blue) with default settings, T = 1 and top-p = 1.

TABLE II: Optimal model settings used with polished few-
shot prompts[5–9]

Theme Model Temp Top-p
ED GPT-4.5 1.1 0.8
MT GPT-4o 1.1 0.8
MC GPT-4o 0.9 0.9
PC GPT-4o 0.9 0.9

A detailed analysis specifically for the ED theme can be
seen in Fig. 4. The top left panel of the figure shows how
GPT-4o and GPT-4.5 performed at rating the text segments
with default settings in the API and a few-shot prompt that
was not polished. GPT-4.5 was the more reliable model for
ED. The model selection showed a significant influence on

FIG. 4: Cohen’s κ for Engineering Design (ED) by model
(top-left), Temperature using GPT-4.5 (bottom left), top-p
using GPT-4.5 (bottom right) with T=1.1, and prompting
method using GPT-4.5 and top-p = 0.8 (top-right).

the IRR, which aligns with prior studies that have shown
LLMs such as GPT-4o outperform legacy models like GPT-
4 [45]. The top-right panel of the figure shows the effect
of a polished few-shot prompt on IRR and aligns with prior
studies [34]. There is a noticeable improvement in Cohen’s
κ. This works for all themes and builds on Dunivin’s work,
which is in a socio-historical context [33].

In the bottom panel, we have shown the variation in Co-
hen’s κ with first the temperature (bottom-left) and then top-
p (bottom-right). Both distributions or trendlines show a
clear peak at Temperature = 1.1 and top-p = 0.8, respectively.
These values of Cohen’s κ were averaged over 5 runs for each
hyperparameter value. Higher temperature means more ran-
domness, and ED aspects can sometimes be domain general
and varied, which could lead to a slightly higher optimal value
for temperature than the default value of 1 [43].
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Using the combined gains from optimizing GPT-4.5 and
prompt polishing, we achieved Cohen’s κ = 0.60, an increase
of 0.15 (see Fig.3), which brings us to the borderline between
moderate and substantial agreement with human raters [33].

The average increase in Cohen’s κ of all themes was 0.14,
which is a statistically significant increase (p < 0.02) using a
Mann-Whitney test [46]. The optimal settings & prompts for
each theme are shown in Table II. For PC and MC, the opti-
mal settings are Temperature = top-p = 0.9, whereas for ED
and MT, these are Temperature = 1.1, and top-p = 0.8. This
makes sense as ED can be domain general, whereas MC and
PC are more domain specific, and there is less randomness
[47]. Even after the LLMs were used with optimal settings
and polished few-shot prompts, the only theme that showed
moderate agreement (κ = 0.55) with human raters was MT.
This limitation of LLMs can be due to MT not being domain
specific, which LLMs cannot always reliably rate [34]. Our
findings show that LLMs can potentially be used to scale up
qualitative analysis to large datasets, while they have limita-
tions in rating domain general constructs.

IV. CONCLUSION & IMPLICATIONS

Our first Research Question inquired about the Inter-rater
Reliability (IRR) between expert human raters and State-of-
the-Art LLMs such as GPT-4.5 and GPT-4o in the context
of Engineering Design (ED) projects, and performance com-
parison between the two models. For ED, GPT-4.5 showed
higher IRR than GPT-4o, and improved agreement with hu-
man raters after optimisation. We suspect it might be because
ED is relatively more complex to interpret than Physics Con-
cepts (PC) or Mathematical Constructs (MC), as it can be do-
main general, and GPT-4.5 is better equipped to process these
nuances [37]. Both models showed moderate agreement for
Metacognitive Thinking (MT) [45]. This may be due to MT
not being domain specific [34]. GPT-4o showed a higher IRR,
and increased agreement with human raters for PC and MC
after optimization, as they are domain specific and easier to
code both for human raters and LLMs [34].

Our second Research Question inquired whether model
performance can be improved by optimizing model hyper-
parameters and prompt engineering. For GPT-4o and GPT-
4.5, we compared Cohen’s κ obtained using the default set-
tings in OpenAI’s API, with κ from optimized settings. We
found a considerable improvement in the IRR as the κ values
increased by more than 0.14 for each theme after optimiza-
tion (see Table II, and Fig.3) [33, 34]. After optimization,
the agreement between the LLMs and human raters improved
significantly across all themes,but despite this gain, the agree-
ment for MT was moderate at best.[34].

We have shown that State-of-the-Art LLMs, after optimiza-
tion, can be a reliable tool for qualitative analysis of audio
transcripts of student conversations, but have limitations in
coding themes that are not domain-specific, such as metacog-
nitive thinking. For STEM researchers, LLMs can be valu-

able for streamlining the qualitative coding of STEM Ways of
Thinking and increasing the speed and reliability of analyz-
ing large datasets [5–9]. However, human-rater oversight is
necessary for reliability and ethical rating practices. A small
number of human raters can potentially employ and monitor
an LLM for qualitative analysis of large datasets. Moreover,
the LLMs used in this study through OpenAI’s API require a
subscription and may not be equitably accessible to everyone.

This study shows the promise that LLMs like GPT-4.5 and
GPT-4o hold for the future of qualitative analysis in physics
education. Rapid advances in AI can make qualitative cod-
ing faster and reliable for large data sets without sacrificing
rigor and nuance. Thematic analysis is of interest to Physics
Education Researchers as it can provide vital insights into the
richness of students’ ways of thinking in various situations
[5–9]. The Ways of Thinking (WoT) analysis reveals how stu-
dents think, make decisions, and act in their interdisciplinary
ED projects, and we might see new themes emerge from a
larger dataset [5, 10, 13, 14]. The potential emergence of
novel themes or WoT could provide pedagogical insights and
have implications for scalable personalized feedback, which
would also be of interest to STEM educators and researchers.

V. LIMITATIONS & FUTURE WORK

A major limitation is that we do this reliability study for a
small subset of the data. The ways of thinking that emerged
from this data may not be representative of broad population-
level trends. Another limitation is the risk that the optimiza-
tion of models might be overfitting the hyperparameters to
our dataset, and may not necessarily generalize well to new
data. Future work can use these findings as starting points for
generalizibility tests by scaling up the analysis to new large
datasets. Our study only uses LLMs from OpenAI, while
there are several other LLMs such as Deepseek-R1 that we
can explore in future work [48]. Since OpenAI LLMs are pro-
prietary and costly, the accessibility of these models can be a
limiting issue for researchers with severe funding constraints.
Traditional machine learning (ML) has also not been investi-
gated here. Traditional ML can be employed and tested for
qualitative coding and compared with LLMs. Even state of
the art LLMs show moderate agreement with human raters for
a theme that is not domain specific, like Metacognitive Think-
ing (MT). Future works might require fine-tuning or training
traditional ML models specifically for rating MT, which has
thus far been resistant to automation. Unsupervised ML can
help expert human raters identify new themes in large datasets
based on computational grounded theory [49].
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[23] İ. Uysal and N. Doğan, How reliable is it to automatically score
open-ended items? an application in the turkish language, Jour-
nal of Measurement and Evaluation in Education and Psychol-
ogy 12, 28 (2021).

[24] M. F. Turgut and Y. Baykul, Eğitimde ölçme ve değerlendirme,
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